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CHOICE OF THE METRIC FOR EFFECT SIZE IN META-ANALYSIS#

Barry McGaw Gene V Glass
School of Education Laboratory of Educarional Research
Murdoch University University of Colorade

Meta-analysis, as a procedure fot integrating the results of empirical research studies, was
first outlined by Glass (1976) and applied by Smith and Glass (1977), Glass and Smith (1979), and
Smith, Glass and Miller (in press). Increasing numbers of other examples are being reported: <Carlberg

(1979), Hartley (1977), Hearold (1979), White (1976).

To achieve empirical integration, the characteristics of research studies and their outcomes
must he quantified. Quantification of study characteristics can be achieved through the classification
of studies into carefully defined categories. Quantification of the ocutcomes requires the expression
of empirical results of all studies on some common metric. Whave a treatment condition is compared with
a control condition, an “effect size" as a measure of the difference between the treatment and control

conditions can be obtained from:
ES = —eiime. (1)

where ?& and ?b are the mean cutcome scores for experimental and control conditions respectively, and

sY is the within-group standard deviation of outcome scores (Glass, 1976).

Where the within-group standard deviations are not homegeneous, the moét reasonable procedure
is to use the control‘group standard deviation as Sy (Giags, 1978}. How to deal with the results of
studies which compare experimental conditions, without the use of a control group, is somewhat
problematic, This difficulty can occur with sets of studies in which the genﬁiﬁe control is simply
absent from some and with sets of studies for wﬁich there is no common control condition such as studies
in which the treatment condition can be quantified on a scale on which no particular value defines a
control condition (e.g., class size). Cases of this latter type can be complicated by a systematic
relationship between the quantitative treatment variable and the within treatment group standard

deviation,

There are further problems whicb can confound attempts to express effect sizes on & cowmon
metric., Group means can be reported on some final status measure, in terms of differences between initial
and final status, or in terms of residuals on the final status measure unpredictagle from an ‘initial
status measure. Cholee of the scale affects not only the measured mean difference between freatment and
control conditions but also the size of the within-group standard deviation. Both affect the effect
size. The magnitude of the within-group standard deviation can alsoc be affected by restrictions on the

sample in a study or by the use of stratification of the sample in the analysis of the data.

Our purpose here is to consider the implications of wvariations among studies in respects such as
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these for attempts at empirical integration through meta-analysis. Procedures are described for

rendering the outcome data comparable in order that empiriczl integratiom might proceed,

METRIC FOR MEAN DIFFERENCES

Final Status Score

In a study with random assignment of subjects to treatment and control conditions, means can be

obtained on a eriterion measure Y as Y, and Y The mean difference can be scaled to an effect size by

T ¢’
the control group standard deviation on this measure, sy . Final statusg, as the scale of.the criterion
measure, has three main advantages over derived gain measures such as raw and residual gain scores and
covarlance adjusted final status scores, Firstly, it is phenomenologically more relevant and, therefore,
provides results more readily interpretable, particularly by lay audiences to whom a meta-analysis might
be addressed. Secoandly, scores on it are more reliable than the derived gain measures. Thirdly, for
studies in which results are expressed as gain scores, an effect size on the scale of the final status
measure can usually be obtained whereas for those in which the final status scale is used there is

usually no means for cobtaining effect sizes on any cther scale. The third advantage, therefore, is a

gquite pragmatic one.

Where there are pre-experiment group differences, however, the use of a post-treatment status
scale will be biased. It is with such biases that the derived galn measures were designed to desi. That
they do not deal with them adequately is one problem. That they express the group comparisons on a scale
different from that used in randomized studies with only a final status measure is a further problem for
meta-analysis. If the final status scale is to be preferred, thgn procedures must be found for
converting results of studies using other scales to this one while minimizing the biases due to

pre~experiment differences.

Conversions From Other Scales

Raw Gain Scores. If the gain score from a pre-experiment measure (X) to a post-experiment

criterion measure (Y}, for person 1 in the control group is:

Cei = Yoi " Fe @

it is obvious that the mean gain is simply the difference betwsen the final status mean (?b) and the

initial status mean (Eé). The difference between treatment and control group means gains will be:

GT—GC={YT—YC)"(XT-—X

or (3)

Yor the computation of an effect size on the final status scale the mean difference required is

(Y Y. It is'better, however, to use (6& - 5&). If there are pre-treatment differences, as there

T C
often are in studies in which gains are resorted to, then (Eé - Eb) has the advantage that it is not
contaminated so directly by the pre-treatment differences. If there are no pre-treatment differences

between the groups, i.e., {i& - i&) = {, the two will be identical anyway.

Residual Scores. The residual element of the final status score, for person 1 in the control

group, unexplainable from that person’'s status on a second variable ¥ is:




328

Bey = Yer T Yy
= Yo = T+ b (B - T
=g =T - Xy - %) (4)

where by « is the pooled within-groups estimate of the regression of final status on initial status.

The mean difference between treatment and coatrol groups in residual scores will be:

8y = g = (Ip - ¥p) - by.x@r - ®)- )

Use of the regression line fitted to the total bivariate distribution, ignoring group member—
ship, is inappropriate. Tf there is a treatment effect which shifts the relative levels of group
performance on Y, unpredictable from their relative positions on X, this treatment effect will be in
part removed in the computation of the residuals. Use of a regression line through the grand centroid
with é pooled within-group estimate of slepe removes only those final status differences attributable
to priot status differences and none due to treatment effects. If the total group regression iine has
been used in a study it will be difficult to include its vesults ir a meta-analysis unless the prior and

final status means are provided.

Again, although the mean difference of interest for the computatioﬂ of an effect size on the
final status scale is (?T - ?b), it is better to .use (E& - gﬁ). If there are no pre-experiment
differences, the two will e the same. If there are, as there often are in studies in which residual
scores are resorted to, then (Eé - 5&) has the advantage that it is not contaminated so directly by the

pre~treatment differences.

Covariance Adjusted Scores, Since the covariance adjustment of final scores is conceptually

similar to the computation of residual final status scores, the same points may be made. The adjusted
group means for ANCOVA will be the g in the previous section provided that the vesiduals there are
computed using a regression line through the grand centroid (i.,, Y..) with & pooled within-group

estimate of slope.

The difference between the covariance adjusted group means then, will be:

(Yé - Yé) * (YT - ?b) - §)y.xcx'l‘ . XC)

i

Bp = 8 - (6}

Achieving 'Comparability” When There Are Pre-Treatment Group Differences, The uses of gain

scores, residual scores and covariance adjustments when there are pre-experiment group differences are
attempts to render the groups comparable. In a meta-analysis there is a different problem of
comparability. If there are no pre-treatment differences, then mean differences computed between groups

in a particular study will be the same whatever the scale. That is:

=@ -8 = (g -8 = (T =T . @

The choice of scales will influence the estimate Sy’ of course, even where it does not affect
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the mean difference. Where there are pre~treatment mean differences, mean differences on the final
status weasure, l.e. (?é - ?b) ig an ipnappropriate measure of treatment effects; but the question is
which of the others to use. OSome studies to be included in the meta-analysis may report results with
gain scores, others may report residuzl or covariance adjusted scores. Gain scores have the advantage
over the other two of being on a scale with the same units as the final status scores., Differences in
the scale units cannot simply he removed in the standardization cof the mean difference to an effect size
using (1). That presumes that it is aﬁpropriate to scale the mean differences with whichever standard
deviation is provided - a presumption which is challenged in the next section. The best procedure then
is to use the mean differences in gain scores if there are pre-treatment group differences. Results on

a residual gain scale can be converted to a gain scale using:
Gy = G = (gp - go) - (1 - by_x) Xz - %) (8)

Results on a covariance adjusted scale can be simiiarly converted if (?{ - ?E} is substituted
for (E& - Eb}. A major problem in practice is that the conversion cannot be effected unless both by.x

and (i& - EC) are reported. Where they are not there will be no option but to use mean differences

on the residual scale.

CHOLCE OF STANDARD DEVIATION FOR SCALING MEAN DIFFERENCES

The choice of the standard deviation with which to scale the differences between group means
is crucial. Variations in choice can be reflected in substantial differencés in effect size., Recording
the choice made in each case can allow the investigation of any systematic interaction between the choice
and the effect size computed but, unless the relationship is simple, other important relationships with

effect size may be obscured.

Fer wost .problems, it seems preferable to standardize group mean differences by the standard
deviation of the final status variable, not by the standard deviation of some type of gain, chaage or
residual score. The choice of a standardizing metric is hardly trivial., Consider an experimental
study in which pretests and posttests were administered and in which ne pretest mean differences existed.
Suppese further that the pretest-posttest correlation is .75, the posttest mean difference Is 10 points
and the posttest standard deviation is 15. The effect size, ESy, in terms of the final status

méasure is:

As will be seen below, the standard deviation of residual scores in this instance is 15V3i-.752 = 9,92,

Hence, the effect size in terms of the metric of residual scores iss

10

ESr T 9972

= 1.01.

Obvicusly the choice of metric makes quite a difference in the calculated effect. Heither calculiation
is wrong; they merely reflect alternative expressions of the general phenomenon of the experimental

resuits. The reasons for preferring the metric of the final status measure have already been discussed.
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There are several ways to measure change or gain that are equally good, or bad (Crombach and Furby,
1970). "Simple gatn", “residual gain", "estimated true gain", and others; each has a different
variance and would thus gilve a different effect size. It seems better to avold them all and

standardize group mean differences in terms of £inal status.

Control Group Standard Deviation on Final Status

Direct Use of Control Group Standard Deviation. When the standard deviation for a control

group on final status scores is available, it should be used. The relative effect of treatment with
respect to no treatment can then be readily deseribed in terms of the distribution of scores for
untreated subjects. Of course, separate effect sizes could be estimated using both control group and
experimental group standar& deviations. These effect sizes need differeat interpretations since they
exp%ess the mean differences in terms of different distributions (Glass, 1977, p.371). For cases in
which the treatﬁent and control group standard deviations are not homogeneous, the treatment group
standard deviatlon will vary with the nature of the treatment. Attempting to keep track of such
variations through analysis and interpretation will unnecessarily compiicate the analysis. The most

stralghtforward procedure is to use the control group distribution as the point of reference,

Pooled Estimate of Within-Group Standard Deviation, In many studies where the emphasis In

reporting is on inferentlal statistics, only pooled information is avallable about the within-group
variations. Since the statistical tests used in these cases depead on an assumption of homogeneity of
within-group variance, the test statistics freguently obscure whatever differences in variation might

have existed. 'One must in these cases reluctantly accept a pooled estimate of variance.

Comparisons of Treatment Conditions Without Control. Among the research reports relevant for

a particular meta-analysis may be some which provide experimental comparisons of two treatment
conditions of interest {say TA and TB) but include no control condltien €, Such studies will provide,
at best, standard deviations for the two treatment conditions but neilther of these is appropriate; and
unless information is available from other studies about the standard deviation of scores for a typical
control group on the particular criterien test employed, an estimate of 8.5 the contrel group standard

deviation, wili not be directly available.

An estimate can be obtalned, however. If all studfes in which TA is compared with C are taken,
the observed control group standard deviations can be regressed on the observed treatment A grbup
standard deviations to give:

s, = by +bys, . (M

A similar regression can be established for 8g and sy from those studies comparing treatment
B with control C. Non-linear regressions are possible of course., From a study comparing only
treatments A and B, the observed standard deviations 5 and Sy <an be substituted into their separate
regression equations te provide two estimates of Sqe These two estimates could be pooled, as their

arithmetic mean or & weighted mean perhaps, to provide the standard deviation with which to scale the

mean difference {?& - ?& ). From information from other studies about effect sizes for TA
A B

against control, this effect between two treatment conditions could then be converted to separate

and TB
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effects between the treatments and control. (For details of this last stage, see Smith, Glass and

Miiler, in press, Ch. 8.)

Cases with Quantitative Independent Variable and No Contrel Condition. Studies of a

quantitative independent variable (time, size, etc.} often have no meaningful control condition, For
studies of drug dosage, amount of instruction and so on, a contrel condition of no treatment can be
defined and included. For studies of an independent variable such as class size, one investigator's
control can be another's treatment. Each study involves some number of comparisons of a small condition

(8) and a large condition (L) and vieids two means, ?S and ?i , and two standard deviations &g and 8-

If the standard deviations vary with the value of the independent variable, then some value of
that variablie should be chosen as a reference condition and its standard deviation used to standardize
all treatment mean differences to effect sizes, The preoblem is to find a way of converting from the

observed s, and s, on the varisble used in a given study to an estimate of s,, the standard deviation

3 L R*

for the reference group on that variable.
From all studies, the ratio of the observed standard deviations can be regressed on the values
of the quantitative independent variable used in the comparison viz. swail (8) and large (L). The

resulting regression function will be:

38
{g%J =By + b5+ b,L. (10)

If a standard deviation S5, is observed in a particular studv for condition S, the standard deviation

5

for the reference conditien R could be estimated, if R > S, as:

sp = ss/(bG + 5,8 + b,R). (11}

A second estimate of gp can be cbtained from the observed &y in the same study. The mean of

the two estimates could be used. (If R < § or R > L, the vegression equation can still be used but with

substitutions appropriately reversed.)

The observed mean differences (gé - Ei} can then be scaled to effect sizes for the corresponding

differences in the value of the independent variable as:

A s L (12)

Retrieval From Standard Deviations on an Adjusted Metric

-

In the preceding discussion of choice of standard deviation, all standard deviations were
taken to be expressed on the metric of the final status scores. If these scores have been adiusted in
some way, the standard deviation on the fival status metric needs to be retrieved from that on the

adjusted metric. Procedures for making such adjustments are described in this sectlon,

Raw Gain Scores. With raw gain score defined by (2), the variance of the raw gain scores can

he shown to be:
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2w sl 2 -
oG = oy + ol 20xyoxoy (13)
which, if it can be assumed that g, = Gy, reduces to:
2 = 2 —
o Gy(Z(l pxy)} . (14}

If the control group standard deviation is provided in terms of raw gain gscores as s its standard

G’

deviation on the final scores can be obtained from:

s
6 o O (15}

VAT -y
In many studies reporting in terms of raw gain scores, no information is provided about the correlation
between the two status measures. It is also important to note that the correlation required is Ixy for
the control group or, at least, a pooled within groups estimate of it., If the correlation is not
provided, a reasonable estimate can probably be made if something is known about the tests involved.
Por standardized tests, a published test-retest reliability might be appropriate. To fail to use some

estimate of rxy and instead to settle for Sa would result in the use of an inflated effect size.

Residual Status Scores. With residual status scores defined by (4) the variance of the

residual scores can be shown to be:
2 = 2 2
gt = g&(l - p= ) 16
g ¥y Xy (16)
without any necessary assumption about equality of vy and cy.

If the control group standard deviation is provided in terms of residual scores as Sg’ its

standard deviation on the final status scores can be obtained from:

P S— (17}

Information about the correlation between scores on the two status measures is more likely to be
provided in studies using residual scores than in studles using raw gain scores. The correlation
required is the pooled within-group correlation not the comtrol group correlation. Since the residuals
are calculated using a pooled estimate of slope, and not separate group estimates, it is with the
pooled estimate of correlation rhat the unreduced standard deviation can be vecovered. If the control
group standard deviation on reeidual scores, sg, is avallable, it should be used rather than a pooled

estimate.

Covariance Adjusted Firnal Status Scores., One effect of covariance adjustments is to reduce

the within-group standard deviation in a manner similar to that described for residual scores. If the
standard deviation for the control group on the residual scores is given, the standard deviation for

the final status scores can be estimated using formula (17).

If only the covariance adjusted pocled within-group mean sguare, M3; , is known, a Leoled

estimate of the within-group standard deviation on final status scores can be obtained from:
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“y MS‘W . (dfW -1 (183
Z )
1- rxy) (dfW 2)

Rerrieval From Higher Order Factorial Designs

Many experimental comparisons of a treatment and a control condition use more complex designs
than the simple comparison of two groups., Some introduce other factors Into a higher-order analysis of
variance design to examine ianteractions. In the process these designs create a new definition of
within-cell variance. Others introduce stratificatien of subjects {matching of pairs belng an extreme
example) to reduce the error variance and obtain a more powerful significance test. The use of
repeated wmeasures designs in which subjects are matched with themselves is intended to achieve even more

power by the same means.

In reports of studies of this type, only the pooled information in analysis of variance tables
is usually provided. The means by which an appropriate estimate of the control group standard deviation
can be obtained depend on the details of the design, in particuiar whether the additional factors are

of theoretical interest.

Additional Factors of Theoretical Interest. If a higher order analysis of variance is used to

explore interactions between the treatment and other factors, that information should not be lest but
should instead be coded into the nmeta-analysis. It is just such interactions that meta-analysis may
reveal between studies. Any results which reveal such interactions within studies should be preserved
in the data for the meta-analysis. For example, a study to compare treatment and control conditions
(Factor A) may stratify the sample of subjects into males and females (Factor B) to study the
interactijon of the treatment with the subject's gender. For an effect size based on the difference
between the overall treatment and control means (?T.. - . )} the appropriate standard deviation

C.
would be that for the total control group. A pooled estimate of this would bde given by:

- / (88, + 88, + 85 ) (19)

s =
y
@/ ey + df, + af )

An effect size for males alone would be based on the mean difference (EEM - XCM Y. The appropriate
standard deviation would be the ore for the control group males for which a pooled estimate would be

given by: )
s = VMSw . (207

Stratification on a Continuous Variable Correlated with OQutcome. Tn some studies subjects are

stratified on a continuous variable which is correlated with the final status measure. This design

allows the within cells sum of squares from the corresponding unstratified design to be partiticned as:

u SSB +~SSAB + (21

5%, (a) 88, (aB)

as for the case where B is a factor of theoretical interest. Although this design alsoc allows a more

powerful test of the treatment effect, there 18 usuvally no substantive interest in the between levels
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variation or the treatment by levels intevraction. The control group standard deviation should be

obtained as the pooled estimate in formula (19).

If the stratification is achieved by matching pairs, there will be no SSw term. Only the

(AB)

terms SSB and SSAB will'exist to be peoled. Where the matched pairs data are analyzed by a dependent

groups t-test, the standard error of the mean difference between pairs is:

2 4 g2
G5 + 05 - LU0
o - T % TC T C (22)

where o, and o, are the standard deviations of the treatment and control groups, is the

T c °rg

correlation between palrs and n is the number of palrs. If the standard deviations for experimental

and control conditions are assumed to be homogéneous, then (22) becomes:

o 207 (23)
= O

£l

If the standard error of the mean difference between pairs is reported, the control group standard
deviation on the final status measure can be estimated as:
s S n (24}
2(1 - ITC)
Since the correlation between pairs, Loes will probabliy not be reported, it must be estimated.
The matching will have been done on some variable ¥ measured before the experiment. The partial

correlation of scores on the outcome measure Y between members of pairs, comtrolling for the common

X score for members of each pair, will be:

o e o]
YTYC YTX YCX (25)

T2 ) =52 0
,J YTX YCX

P -
YTYC.X

If the correlation between ¥ and Y is the same for each group, that is Pyys then:

L2
o S (- (26)
TC.X -
{1 pr)
and, therefore,
_ .2 .2
Pre = Pxy T (- pgydPrex - 2n

If all that members of a pair have in common can be accounted for by their common scores on
the matching variable, then the partial correlation between their scores on any other variable, partial-
ing out their scores on the matching variable, should be zero. A reasonable estimate of the correlation

between pairs on the final status measure then would be:

~

= p2 . (283

1f Ty {within group) is not provided im the report, a reasonable estimate can be made if something is

known about the tests invelved.






