


model broke down. When these varlables were compounded in the simulation,
fit to the model was always rejected. His tests were based on the chi-
square approximation test derived by Panchapakesan and published in Wright
and Panchapakesan (1969), and were extremely styingent tests. Hambleton
concluded (p. 56) that some procedure in addition to the use of the goodness
of fit test was required in order to identify item subsets that would fit
the model.

Hambleton discussad the goodness of fit test, an approximation
to chi-square, used in Wright and Panchapakesan's maximum likelihood
estimation procedure. On the one hand, the Rasch model requires a very
large sample in order to have a reasonable number of people obtain each
possible raw score, On the other hand, Hambleton pointed out that the

chi-square approximation was sensitive both to the sample size and the

sumber of items in the test, He found that for tests of 25 items or wmore,

the geoodness of fit test was very sengitive Lo departures from the assumpticns

of the model, particularly where more than one ability was being tested.
He concluded that the rejection of items on the basis of a gignificant
¢hi-square was, by itself, ‘s very hazardous way to procsed’.

" Pearson (1973) conducted a substantial investigation into the
inv;rianqe of the model parameters with empirical data. A standardized
test of 4B items in arithmetic computation and another of 50 items in word
knowledge were administered to samples of over 800 fifth and sixth grade
students and two other large samples of eighth grade students iﬁ Nashville.
Hypotheses concerning item equivalence were tested using the very rigorous
procedure of comparing the variances of the absolute differences batween
jndlecs. Poarson found that the classical » index did not giffer across

samplas vy grade levels [or either test, Y. Rasch indices showed a signil-

cant difference (.05 level) at the eighth grade level; however, the mean

easiness of Rasch estimates did not differ from zero, whereas that of p

indices differed significantly across samples. No differences in Rasch ng

&bility estimation could be detected, and virtually perfect correlation
between pairs of indices was found in all tests. When comparing abllity
estimates produced from two very dissimilar item calibrations, slight
systematic diffevences in ability were observed. A high proportion of the
{tems in Pearson's tests was rejected as not fitting the model. Fearson
attributed this to a lack of homogenelty in the two tests as shown' by
peint-biserial item intercorrelations. He found that removikg non-fitting
items and recalculating item indices rescaled the indices in the direction
of making them easier, but did so by a constant amount. Items rended to
become more alike as non-fitting items were removed, but only marginally
80.

Tinsley and Dawis (1975} also conducted extensive empirical
tests of item and test calibration by the Rasch model. They employed werd,
picture, symbol, and number analogy items administered to a large numbey
of camples ranging in size from 89 to 630, and ranging from students fo
clerical employees. The results for 10 comparisons cf different pairs of
{tem indices indiecated that easiness i{ndices were invariant with respect to
the ability of the calibrating sample when a sample of over 500 was employed.
An interaction was found between goodness of fit to the model and the
correlation between easiness indices. As the stringency of the significance
ilevel of the chi-square test was {inereased to a massive 0.40, the correlations
between pairs of indices increased to virtually unity for most comparisons —-
however, there wag a puzzling decre#se for three comparisens involving
tests of picture and numbor.analogy tests. Ability indices intercorvelations
chiained on tests were virvuslly unity across 411 samples, even those well

below 500 in size. This latter aspeet of the work was followed up in their



: }
1977 paper, in which 'test-free' person ability measurement was examined, ;would appear to be no real barrier to practical use of the model in measure-
:

et Again, the underlying variable was Guilford's analogy trair, and slightly i‘memt:. Dinero and Haertel {1977), in a simulation study on the importance
G h
longer tests of word analogy, sywbol, number, and picture analogy tests }of item discrimination variation in the model, came to similar conclusions.

were used in a replication of Wright's (1968) research. Tinsley and Dawis Dinero and Haertel fourd that '... the lack of an item discrimination

presence of varying item discriminationg' (p. 589). The authors continued

|

!
showed that the mean standardized difference scores on a pair of tests {parameter in the Rasch model does not result in poor calibration in the
. 3

|
completed by each individual were cloge to zero with a standard deviation j

approaching unity in nearly every case. : 1f variations in item dlscriminations alone do not rreclude
. : the use of the Rasch model, what evidence is there that
The theory of the Rasch model for item analysis makes ft clear i models incorporating more parameters are superior .to the

Rasch medel in fitting actual data? {p.591)

that for the model to apply, items used in a test must be uﬁidimensicnal
’ Similarly, the authors malntained that . '
with respect to the trait measured, guessing should be minimal, item
Until 1t is shown to be either inadequate or inferior to

discriminations should be substantial and unifora, there should be no errors some other model, the use of the simplest model is to be
’ recommended, if only on the basis of mathematical elegance
in scoring, end the calibrating sample(s) should be as large as possible and the sufficlency of total number of items correct as a
statistic for testee ability. {p. 590)

in crder to obtain a good repregentation of the population at each possible

¥aw score polat and to ensure that errors of measurement are as small as THE PROBLEM
possible. If the model works and all these conditions held, then item In the present investigation, a test constructed by experienced
easiness indices and person ability measurement should be independent of teachers, consisting of only fair quality items and in whichk the underlying

one another and should be stable from one group to another im the population, trait was only vaguely defined, was used to study three main questions:

The review of the empirical literature, however, suggests that the test of 1) does the model produce estimates of item easiness which are invariant
goodness of fit of data to the model is only rather approximate and that across independent samples for the teacher-made test;

items should not be excluded merely because the chi-square is significant 1) does the model assign the same ability indices to Feople who cbtain
at the predetermined level, that the model would appear to be robust with the same test score, regardless ¢f w "~h of the independent sats of
respect to reasonable departures from the maln assumptions {notably that of item indices are used; and

varying item discriminations), that the calibration of item easiness indices 1i1) what effect on model parameters has the lack of fit o1 . ~ms to the model?

appears to work rather well despite the simplicity of the model, and that, METHOD

st dlmportant} erson ability is calibrated very stabl‘ on a relatively
o P > P v ¥ . A pvol of approximately 3000 multiple cholce and other obiective

fire scale even when the items appear to have rather peor fit to the wodel. .
item types was avallable in the science department of a large country high

IT the presvnce In a test of ftems which appareatly do not fit the Rasch
school in N.S.W. (Smith, 1976), The 1tem pool had been assembled over

model has Itttle or no effect on ability calibration -- whether this is )
several years by the science staff o the school,  All questions had been

die fo varving itewm discrisinations or to some other reagon -— then there



included in previous school-based testing, but no known evaluation of item overall mean test score was 41.59, but sample B was significantly more zble

quality had been made. The merit of the pool was that it had validity for (p < 0.01) than sample A, Therefore the data provided a stringent test of
the teachers in relatlon to the curriculum taught. A panel of three teachers, the stability of Rasch ﬁodel parameter estimates. ,1{51
each with a minimum of three vears teaching experience at the Year 10 (16 The following hypotheses were investigated.
year old) level, was asked to comstruct from the pool a test which could 1. Indices of item easiness are independent of the calibrating sample
serve as a final examination im science, The underlying vafiable was loosely of subject. .
defined as 'general sclence ability'. The cnly definition of the variable 2. 1Indices of item easiness are independent of the easiness of other
given was that the test should assess, in the opinion of thé pane}, the ittems in the test.
scientiffe knowledge, understandings and appreciation of scilence methodology 3, Indices of item easiness are more stable across calibrating skmples
which the teachers would regard as essential for the academic success of wher only items which fit the model are considered. ‘
the student in the following year's science curriculum, A selection of 4. Ttems with extreme indices of discrimination power tend to be rejected
items was made and refined by both a priord and pretesting to a final pocl 4 - by the model.
of 93 multiple chofce items, entitled the Junior Secondary Science Test 5, ltems rejected by the model do not measure the same underlying trait.
(JSST). The items tested topics in geology, chemistry, biolegy, physics, 6. Indices of person abllity ave independent of the calibrating sample
and science methodelogy. of subjects.

The JSST was administered to two large independent samples of 7. Indices of person ability are more stable when only items which fit
Year 10 science students during a normal doeuble period (80 minutes} by the model are considered.

the usual class teacher. The two samples were of ined in a pseudo-random

' RESULTS AND DISCUSSION
faghion under the control of the state Department of Education. Sample A

Hypothesis 1 was tested by computing the product mowent correlatiou
consisted of 851 students from two city schools and three country schools,

between the pairs of log item easiness indices and examining the mean
Sample B consisted of 873 students from two country scheols and three city

difference hetween scale values across samples. Product moment T was found
schools.

to be 0.9320. The linear regression lines for the data very closely
The test forms were scored by computer using a binary 6/1 marking

approximated a line through the origin of a scatterplot at 45°.  The mean
scheme on the answer key supplied by the panel of teachers who had

index for sample B was zero to f£ive places, while that for A was -0.00257.
constructed the test, The data matrix was analysed using Wright and

The éifference betwsen samples was not significant (£ = 0.0218, 92 4.£.},
Panchapakesan's {1969} maximum likelihood develepment of the model. LConven-

nor did the mean index for either sample differ significantly from zero.
tiennl test analysis for Sample A and Sample B separately revealed that in

The analysis was repeated after rearranging the total sample lato highly
Yalit cnses the coefficient alpha reliabiliity was in excess of 0.88. The

skewed and highly contrasting samples of low ability raspondents and high

ability respondents., Item easiness indices were fnsignificantly and ouly
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marginally affected in the expected direction by the extreme differences
beiween the two groups. The correlation between indices fell by 0.0320 to

r = 0.9040. It was concluded that the calibration of item easiness indices

ﬁ lg independent of the calibrating sample of subjects.

Hypothesis 2 was tested for sanples A and B separately. After

Anderson et gl (1968), items which were rejected hy the goodness of fit

test at p < 0.0 were deleted from the analysis and indices recomputed. For
sample A, 13 items were tejected. The correlatliom of the recomputed indices
with original values for the retained items was 0,9999. Th; effect of
deleting rejected items was to rescale indices in the direction of easiness
by & nearly constant amount which was sufficient to produce a significant
difference at the .05 level. 1In sample B, 21 items were rejected. .Results
were identical with sample A, except that the mean difference between values
was significant at beyond the 0.01 level in this case. Of the items rejected
by both samples, only eight were common. Recalculating indices and testing
hypothesis 3 revealed a correlation coefficient of 0.9684. This is in the
expected direction by the small margin of 0.0324. The mean difference between
indices was nmot significantly different from zero.
It would appear, however, that the effect on easiness iandices of the presence
in the analysis of items not fitting the model depends upon the proportion

of items rejected. In the present data, rejected items tended to be poorly
constructed with low discrimination and high difficulty levels., Elimination

of these items results in a marginal, but significant, difference in scale

The hypothesis was rejected

values. Where a substantial minority of items has been rejected, it would

be advisable to recalculate indices for retained items.
Hypothesis 4 was tested by taking cbservations abour the discrimin-

ating power of items as measured by the point~biserial r in relation to

thelr rejecrion by the model. An analysis was conducted for each samplie

separately. Of the eight items rejected by both samples, seven of them had

very low Indices in both calibrations; in general, the items were ambiguous

aad difficulr. Considering the rejectlions made by each sample sepdrataly,
L]
items were tallied in a distribution with g class interval of rpbis

distributions of discriminating power were studied in relation to

= 0,10

and the

rejection in each calibration., The results are shown in Table 1. 7There is

a clear trend in the present data for items of relatively extreme discrimin-

ation power outside the range r = 0.30 ... 0.50 to be rejected. The

pbis
kizhly significant chi-square test of the nuil kypothesis of no difference
among the discrimination groups can be taken as a guide only, since the
number of rejected items and expected frequancies for each group are so smail,
It was noted that in both samples some items of good discrimination

were rejected. The rejections could have been caused by the measurement of
different abilities. & re-analysis of the item response dara was condueted
for each sample in which only items in the range rpbis

If item rejection were caused by poor discriminating power only,

= 0.30 ... 0.50 were

Inecluded,

then restricting the range of discriminating power to 0.20 in the range

0.30 ... 0.50 should result in fewer items being rejected. For the sample A

veanalysis, 45 items were retained, and in the samplc B analysis 64 itops,
Of these, 30 items were common. In the reanalysis, 10 items were rejected
for svmple 4, and seven for sample B, of which only one was commoan. Although
the fnterferense ¢f facte s other than discriminating power have not boen

centrellad {or, hypothesis 4 was considered to be supporsed.



TABLE 1

Frequency Distributions of Item Discrimination
Power by Sample ia Relation to Item Rejection

in Rasch Analyses

Sample A Sample B
Point Rejections Rejections
biserial r
f Obs. Exp. F Obs.  Exp.
L)
0.10 3 3 0} 3 3 0}
12 13
0.31 ... §.20 14 5 23 15 10 3}
0.21 ... 0.30 31 3 4 30 4 7
0.3 ... 0.40 30 o] 4 26 1 [
0.41 ... 0.50 14 1 2} 16 1 4}
b2 ) 4
0.51 1 1 0} 3 2 0}
Totals: 93 13 Totals: 93 21

w2 (3 df) = 22,

el

2

5 p<.01

¥? (3 df) = 39.0357 p<.0l

Hypothesis 5 was tested by observing the rejection of items for
each sample in relation to the factorial structure of the JSST. A principal LEES
components analysis and varimax rotation on the tetrachorlc ltem intercorrel-
atlons was conducted for a sample of 1495 respondents from the total group.
A total of 43 eigenvalues greater than unity were extracted, but since the
first factor explained 21.3 pef cent of the variance it may be argued that
the JSST measured a single 1a£ent tralt (Lord and Novick, 1968). HNeverthe-
less, between three and seven factors would need to be retain;d for an
adequate factor analytic rotated solution. For the purpose df studying item
rejection patterns, a seven factor solution accounting for 40 per cent of
variance wag accepted. A criterion factor loading of 0.40 was used to decide
whether an item was included in the structure, although
where some items with loadings in the range 0.30G to 0.40 aided the interpretation
of factors, these too were included,

The first factor was interpreted &3 being & "general science knowledge
and understandings' factor with 43 of the 93 items loading on the factor.
Facter two, accounting for 5.3‘per cent of the variance, was considered to
be an 'ambiguous items' factor. The items lcading on this factor were shown
by conventional item analysis to be poorly discriminating items which were
ambiguous to students who scored above the median on the total test. TFactor
three, accounting for enly 3.5 per cent of variance, appeared to be a 'difficult
and discriminating items' fsactor. Other factors weve difficult to interpret
but in general they ifdentified small groups of items with particular
construction characteristics.

T+ was concluded that the JS3T iftem pool did not test any significant
latent variables which could be considered te be orthogonal to the prinary
fartor. To the extent that this is true, hypothesis 5 was net supported by

the present data. In studying ivem rejections by each of the sawples, it was



observed that approximately half of all items rejected by either sample in the iterative analyses was considerably larger than the 0.20 suggested

q;a in the initial énalyses did not appear in the accepted factor structure. by previous research (Hambleton, 1969; Panchapakesan, 1969). Of the retained
This was taken as evidence that the Rasch model aids in the detection of items, 12 had indices higher than .40 and 11 items had indlces below
items of poor quality and lack of relationship to other items in the pool. A 0.30, with 19 items in the range 0.30 ... 0.39.

For the items appearing in the accepted factor structure which were rejected It cannot be argued that hypothesis 5 was conclusively supportea
in either analysis, it 1s not possible from the present data to be definitive by the present results., Some evidence for the hypothesis was found in that
about reasons for rejection. Certainly it could be argued that some of wost rejected items did mot load on the first factor extracted from the
the accepted items In the factor analysils were rejected beca;se they did matrix of tetrachoric item intercorrelations. At the same ;ime, however,
not relate well to the priméry factor. Only six of the rejekted items in the lterative analysis of data for one sample suggested that a moderate
elther analysis loéded on the primary factor. Nevertheless, accepted items proportion of items can be retained as fitting the medel and which do not
which loaded on the primary factor and on winor factors as well were not appear to measure the primary trait assumed to underly all irems. No
rejected, and some accepted items did mot load on the primary factor at all. further light has been shed on hypothesis 4 by these analyses. While it
It may be that the rejection of scme items which could not be accounted for was observed that items of extreme discrimination tend to be rejected, by
in any other way, could be explained by the chi-square approximation goodness no means are all items of extyeme discrimination rejected, It is clear

of fit test, although most rejected items were shown to be not well related that extreme discrimination power and the measurement of traits other than
to the primary factor belng measured. It would appear that the Rasch item the major variable, are involved in item rejection, yet these factors did
analysis procedure can identify a set of items which are reasonably not explain all rejections nor were all items possessing 'appropriate’
hemogeneous with respect to the primary factor measured. characteristics rejected. Further research using empirical item Tesponse

A further data analysis was performed using only the sample B response data is required to study interactions among ltem characteristies which will

data, in order to ascertain to what extent the Rasch procedure ceuld identify explain lack of item fit to the gasch model.

32 homegeneous item pool. The Rasch analysis was performed on the set of . Ability indices were compared for samples A and B, and for the
items remaining after deleting rejections at or beyond the 0,01 level. This reconstituted low ability, high ability samples. In both cases the
procedure was repeated iteratively until the number of items rejected became correlation between scale values was r = $.9999, For both tests, the

stable or minimal. On the sixth lteration, only one itewm out of 42 remaining abillty indices of one sample were almost exactly predicted by the results
wias rejected. It was observed that with nine exceptions, all. the items of the other., This resuit is the more remarkable considering the signifiecant
loadied on the primary factor of the accepted JS5$T factor structure., OF the differences between samples A and B, and the extrome differences between

43 items retained as loading om the primary factor, the iteratlve Rasch the two skewed samples. Consistent with the finding of Wright (1968), a
aralyses revained 32, The range of discrimination indices of items retained stight systematic differcnce in values at either extreme of the range of

0.10 leg units was obscrved.



insignificant, cbange in indices. When items rejected as not fitting
the model were deleted and easiness indices recomputed, indices were
linearly and significantly rescaled in the direction of easiness. Rejected
items were generally of poor guality. Deleting the eight items rejected
by both samples had no significant effect on item indices. While there was
a significant trend for iftems of extreme discrimination power to be
rejected by the model, reasons for ltem rejectlon were not ciarified by

the present study. Evidence was presented which suggested ébat item fit

to the medel i3 related to the discrimination power of items and their
loading on the first factor of a principal components analysis of the
matrix of tetrachoric item Intercorrelations,

Although the items were generally of only adequate discrimination
power and although rather high proportions of items were rejected by each
sample, 1t was found that ability estimation was very stable indeed. Ability
indices for the total test d¢id not differ across samples, even reconstituted
highly skewed samples. Rejected items had no significant effect on abllity
indices.

The observed stability of person ability estimatlon is of interest

in the present study for two main reasons. Firstly, the calibrating samples

were significantiy different in criterion ability from the outset. Reconstit-
uting the samples into highly skewed and highly contrasting groups had no
significant influence on ability calibration, and only a marginal effect on
item easiness indices. Secondly, the study was conducted using a test
constructed within a school for school purposes; ltems were of dublous quality
in the main. Although item rejection was high, rejections appear to be
related to item guality, a chief aspecf of which ls item discrimination.

It would appear that the Rasch model could be of considerable use in person

ability comparison situations such as in the moderation of school assessments.
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Hypothesis 7 tested the speculation that abiiity indices are
more stable when oﬁly items which fit the model are considered. In
consldering a similar hypothesis, Anderson et al (1568) adopted the
procedure of recalculating ability indices after eliminating items rejected
by both samples. In the present data, only eight items were in this
category. After recalculating indices for the 85 remaining items, the

correlation between indices was r = 0.9906,

CONCLUSION

The Rasch model is a simple model which takes no éccount of item
discrimiaaﬁion or guessing. Tt claims to estimate item easiness independently
of the ability of the calibrating sample, and to estimate the ability of
persons independently of the items used. Implicitly, the model assumes the
unidimensionality of items, that guessing is minimal, and that item
discriminations are high and uniform. A review of empirical literature,
however, suggested that the model was robust with respect to deparmu;es from
these assumptions. The greatest problem with the model was the numher and
nature of ltem rejections, but the goodness of fit test seemed to be oitly
an approximation, sensitive to sample size., Most importantly, however,
aﬁility indices were stably calibrated regardless of item fit to the model.
This suggested that person ability may be stably estimated even when the
items involved are of mediocre quality.

A test of 93 items was constructed by a panel of experienced teachers
Lo assess a loosely defined latent trait. Items were chosen on the basis
of face validity rather than en item quality. The test was administercd to
two large lodependent samples of secondary school pupils. Seven hypotheses
relating tu parametcr estimation and fit to the model were tested.

ITtem easiness ind’ces wvere calibrated stably acress groups.

Extreme skew in the ability of calibrating samples rreduced a marginal, but
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